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Summary. We discuss a computer science and artificial intelligence approach to

modeling the brain, and how it can illuminate the study of consciousness.

After a brief review of the study of consciousness, we align ourselves with the research
strategy of trying to understand individual properties of consciousness. We propose a
computer science approach to developing a brain model, which we expect to illuminate
control properties of mental dynamics, that is describing the brain by a set of processes

with certain control relations.

We then give a treatment of our model which consists of a set of processing modules
corresponding to brain areas, and which are interconnected according to the connec-
tivity of the corresponding brain areas. The action of each module is given by a set
of predicate logic rules which are executed bottom up to quiescence. This gives an
abstract description of the computation involved which can then be used to specify

an implementation as a neural net.

We explain how our model is implemented on a computer and how we demonstrated
social interactions among model primates, then problem solving of the Tower of Hanoi

problem and recognitionn of natural language sentences.

We discuss the dynamics of our model and point out that it has some of the properties
of consciousness. It is distributed but maintains a coherent state by the exchange of
data. It constantly seeks viable states in which prioritized goals are pursued con-
sistently with the currently perceived environment, and with any social interactions

involved.

We finally discuss the concept of cortical motivation. The action of our model leads

to coherence and integrity of the distributed state of the cortex.



1 Background

1.1 Attitudes to consciousness

There are many different attitudes to thinking about consciousness, from conscious-
ness as too mysterious to comprehend [Flanagan, 1992], to consciousness as a syntac-
tic artifact [Dennett, 1991], to consciousness as concerned with an integrated state
[Edelman and Tononi, 2000] [Kinsbourne, 1988], to consciousness as concerning self-

hood [Damasio, 1999] [Varela, 1999].

According to WHM [WHM, 2002], there is some implicit agreement about three major
levels of consciousness, namely, Type I - basic awareness and awakeness, Type II -
primary consciousness, the ability to detect, represent and adapt to shifting states
of the world, and Type III - consciousness of self, in which the self is detected and

observed as an object in its own right. Wilber has a more complex classification

[Wilber et al., 1986].

1.2 Neural explanations of consciousness

When it comes to neural explanations of consciousness, reviewed by [Rees et al., 2002]
[Farah, 2001] and [Delacour, 1997] for example, there are a variety of phenomena, and
a main idea that conscious can be explained materially [Crick, 1994], that visual con-
sciousness is a special case that can be studied, and that consciousness is localized
in some, to be discovered, area of the brain [Crick and Koch, 1995] as its “neural
substrate”. The neurosurgeon Joseph Bogen [Bogen, 1995a] [Bogen, 1995b] has pos-

tulated a specific area namely the reticular nucleus of the thalamus.

There is however some evidence that consciousness is not localized [Kanwisher, 2001],
but rather distributed over many, if not all, neural areas of the brain, which are

activated differentially by attention with correspondingly different activation levels



ensuing.

According to Farah [Farah, 2001], there are three classes of neural theory of con-
sciousness, namely, (i) consciousness as the privileged role of particular brain sys-
tems [Schachter et al., 1988] [Gazzaniga, 1988| [Crick and Koch, 1995, (ii) conscious-
ness as a state of integration among distinct brain systems [Kinsbourne, 2000]
[Kinsbourne, 1997] [Damasio, 1999] [Singer and Gray, 1995] [Sommerhof, 1996], and
(iii) consciousness as a graded property of neural information processing

[Farah et al., 1991] [Farah et al., 1993]

There are many different theories of integration of mental activity leading to con-
sciousness [Baars and Mattson, 1981] [Baars, 1983] [Sommerhof, 1996] [Eccles, 1966]
[Kinsbourne, 1988] [Kinsbourne, 1993] [Dennett and Kinsbourne, 1995].

1.3 Timing and consciousness

Singer and others [Singer and Gray, 1995] have explored the idea that consciousness
is achieved when the firing patterns in different areas are synchronized together.
So synchronization causes binding of the different areas and creates consciousness.
Damasio [Damasio, 1989] has postulated the concept of time-locked binding areas in

the cortex.

Libet has shown that there is a delay of about 300 milliseconds between stimulating
the brain and the subject reporting experience of the event [Libet, 1966] [Libet, 1990]
[Libet, 1991] [Libet, 1985] [Ruhnau, 1995] [Haggard and Libet, 2001].

1.4 The properties of consciousness
We tend to align ourselves with the research strategy of trying to characterize the

properties of consciousness [Shallice, 1988] [Shallice, 1972].

Our research will relate to what can be called mundane properties of the dynamics



of consciousness such as the following:

1. Consciousness is serial with a certain data width and amount of processing.

2. Consciousness is continuous and internally consistent.

3. Consciousness is continuously changing and situated in the external world in
realtime.

4. Two or more humans can interact coherently, each with a continuous stream of
consciousness.

5. Some conscious thought activity is goal-directed, in the sense of focused on a goal,
tending toward the goal and terminating when the goal is attained.

6. Some conscious mental activity can monitor the progress of another and modify,
repair or terminate it.

7. Conscious mental construction of novel information is possible.

8. A conscious stream of thought can be interrupted, and returned to.

2 A computer science approach

2.1 Motivation

We tend to assume that the flow of conscious experience is based on a corresponding
temporal sequence of states of the brain. Therefore, a model of brain states and their
temporal dynamics has the potential to describe and to clarify issues in understanding

consciousness.

In this report on such a model, we use a computer science approach which can address
issues of control structure, that is, the concepts and principles used in the description

of the temporal ordering of information processing.

2.2 Scope



Our complete research program covers a wide range of phenomena and brain model-
ing. This paper is concerned with basic control structure issues, and will show the
potential of the approach. It will describe the mechanism of the model, including its
basic dynamics which uses a flexible perception-action hierarchy. We describe some
concepts and results concerned in social interaction. We will discuss the coherence
of activation of the distributed architecture of the brain, and also the motivation of
the cortex. Later papers will consider (i) episodic learning and routine learning and
their coactivation, and (ii) emotional states derived from development influenced by

cortical motivation and subcortical motivation systems.

2.3 Control structure

Let us briefly explain the computer science concept of control structure. The com-
puter science emphasis is on understanding how to precisely and formally describe
information, its storage, communication and processing. The elements under con-
sideration are data and processes. We use a notion of data, meaning a coding or
representation of some information which can be detected or perceived, stored, re-
trieved, communicated to another process, and which can affect and modify the action
of a process. A data item, or datum, is not a process, but it affects processing. A
process can be active for a certain period of time or else run indefinitely. Processes

create, store and transmit data. Processes also affect each other’s activity.

As regards control structure, first, there is the choice of whether a process is active at a
certain moment in time. This could be determined by it being linked to a certain time,
like an alarm clock, or to being triggered by a condition in the data becoming true, or
by the receipt of an external datum, or by being next in a sequence of processes, or by
its priority among a set of possible processes, or by being evoked or created by another

process. Second, there is the organization of sets of descriptions of processes to form



descriptions of larger processes. They could be sequences, branching sequences, or
subsequences which can be evoked and which return back to the evoking process, for
example. Third are issues of parallelism and coordination of processes: can a set
of processes control each other, how can they communicate with each other, can a
process create another process? Fourth, the use of data involved in control: can data
be passed between processes, can processes share access and control of access to data,
how can access vary with time? There are also connections between data and control

for example in the encapsulation of data and control into processing units.

Processes may not need to have a discrete structure, a process could have a continu-
ously evolving form. Nevertheless, if we are to understand the brain, and conscious-
ness, we need to be able to describe what happens and why. We need to discover

principles underlying and explaining mental dynamics.

2.4 The brain and control structure problems

As we will briefly review, the brain has a certain known architecture, a set of com-
ponents and their connections which are essentially the same for all humans. There
are one hundred and fifty or so brain areas and nuclei and the number of components
that any one component is connected to is usually less than ten. Components process
information and operate in parallel. The cortex has a uniform process over its entire
area and is observed to have different patterns of activation. An essential first step
in understanding mental dynamics is to construct a working model of the brain and

to show how it can indeed function the way the brain does.

There are a number of basic control structure phenomena to be described and ex-
plained. How does the action of the brain tend to unfold in time, are there basic
patterns of brain activity depending on different mental activities? How does inte-

grated and coordinated activity occur in such a system of distributed components?



How is data managed and organized so that processes are influenced by the appropri-
ate data? How is data updated and maintained current with respect to the external
world? How is goal-directed behavior organized? How is mental activity made to
respond to and to be situated in the external world? How does the system ensure
real-time response to external events? How do more than one human coordinate their

mental activity?

The above considerations seem to underly the properties of the dynamics of con-

sciousness listed above.

2.5 Our model

Our model is based on an analysis of the brain at an architectural or system level.
This level of analysis concerns what the main components are, how they interact,
what information-processing function each carries out, and how the complete system

functions to produce behavior.

As will be described in this paper, our model exhibits some basic properties of mental

behavior which underly consciousness:

1. It uses a brain-like architecture. That is, it has a set of components corre-
sponding to brain components, which are connected as observed in the brain,
and with timing, bandwidth, storage and other properties based on those of the

brain.

2. It functions like a brain, in producing observed behaviors. So far we have
shown simple social behaviors, spatial behaviors, problem-solving behaviors and

natural language recognition.

3. Although it has a distributed processing architecture, our model develops stable,

purposeful, and situated behavioral states.



4. Tt exhibits goal-directed behavior, self-monitoring, reactivity to the environ-

ment, real-time responsiveness and memory of its environmental situation.

5. Two or more modeled persons, with modeled brains, will successfully engage in
simple coordinated social behaviors. (We will refer to the entities being modeled

as persons).

Thus it is a scientific model, being based on principles and leading to falsifiable
predictions of these principles, in contrast to a phenomenological model which uses

an ad hoc method to fit to data but which has limited predictive ability.

2.6 This paper

In this paper, we report on our research in which we derive a new brain model from
first principles from observed properties of primate, including human, brains. We will
begin by developing computational principles which are true of the brain and which
can be stated quite generally. This is based on an extensive review and study we have
made of the the structure and functioning of the primate neocortex [Bond, 2003b]
[Bond, 2003a]. Then, from these principles, we develop a computational approach and
architecture. We report on an implementation of this architecture and demonstrations
of its behavior. We discuss how the model describes and exhibits a number of basic
control structure phenomena. We describe social behaviors obtained with it and issues
of joint action and coordination. In subsequent sections, we describe how we have
modeled problem solving behaviors and also sentence recognition. We then discuss
the properties of the model that may be shared with those of consciousness. Finally,

we discuss how the mechanisms of the model describe how the cortex is motivated.



3 The biological basis of our computational ap-

proach

In this section, we examine what we know about the nonhuman primate and human
brains, which we will refer to as “the brain”, and we develop the basic computational

elements from which to design our brain model.

3.1 Overall components and architecture of the brain
1. The neocortex (or, simply, cortex) is a perception-action hierarchy with stored
semantic and episodic memories, providing overall control. It is organized as a six-

layer sheet (or cortex) of neurons.

2. The hippocampus provides event memory formation with some storage of episodic
information. It is organized as a cascade of three subcomponents, each a three-layer

cortex.

3. The thalamus provides routing of incoming data to the neocortex and from cortex

to cortex. It is organized as nine nuclei with limited interaction.

4. The basal ganglia are involved in procedural memory and routine motor control.
They have a simplified cortical structure and are situated in loops to and from the

neocortex.

5. The cerebellum is apparently used for smooth motor control and for spatial repre-
sentation is general. It is organized as a very regular cortex with a large number of

cells.

6. The amygdala integrates low level motivational processing and has connections to

orbital frontal neocortex, to the hippocampus and the hypothalamus. It is organized



as two groups of nuclei.

7. The hypothalamus is the main work center for creating and maintaining motivation
states of the system. It generates hormones, via the pituitary gland, and sends signals
to the autonomic system and skeletal musculature, readying the system for different
kinds of action. Hormones are also generated by glands in the body and these affect
the hypothalamus and other brain components, including the neocortex, via synaptic

receptors.
8. The brain stem is concerned with basic functioning and arousal of the system.

9. The spinal cord concerns communication of sensory and motor data from and to

the body.
In this paper we will be concerned only with the cortex.

3.2 The structure of the cortex
Areas. The primate neocortex is partitioned into distinct areas, the original scheme
being due to Brodmann, each involved in specific kinds of processing and types of

data.

Interconnectivity. The connectivity among neocortical areas is the same, or similar,
for all primates. Areas are typically connected to a small number of other areas.
Connections divide into long range and short range. At short range, an area is often
connected to several neighboring areas that are contiguous with it. At long range, an
area is usually connected to one, two or three areas that are further away, and not

contiguous with it.

Perception-action architecture of the neocortex. If we put all the connec-
tivity findings together, we are lead to the conclusion that areas are organized as

a perception-action hierarchy. We have done our own survey of the structure and



function of the neocortex [Bond, 2003b] and have developed the summary diagram

for the human cortex shown in Figure 1.

This diagram shows the Brodmann areas of the cortex, and then an abstraction
of these areas into modules represented by boxes. The connectivity is partially dia-
grammed on the upper diagram, and then shown more abstractly and more completely
in the lower connectivity diagram. This constitutes a perception-action hierarchy with
the top of the hierarchy toward the left of the diagram. This connectivity hierarchy
corresponds to an abstraction hierarchy of types of data processed by the different

areas/modules of the cortex.

3.3 Processing in the cortex
Processing is distributed. Areas process data received and/or stored locally by

them. There is no central manager or controller.

There is a uniform process. The primate cortex has a uniform structure over all of
its area [Creutzfeldt, 1978] [Ullman, 1991], having a six layer organization comprising
neurons from a small set of anatomical types. The numbers of these cells per unit
volume are very uniform over the cortical surface, the main differences being in motor
cortex which has more and larger pyramidal cells, and in visual cortex, which has a
significantly, three times, greater density of cells. A canonical neocortical circuit can
be described [Shepherd and Koch, 1998] [Douglas and Martin, 1998]. Although long
range connectivity, as we have seen, tends to be clustered around cortical regions,
short and medium (<3mm) connectivity within a cortical area is statistically quite
uniform. It therefore appears that information processing within different cortical

areas has a common basis or principle.

Cortical processing proceeds at a uniform rate. All areas do similar amounts
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of processing and run at about the same speed. The time to process information in
one area and to pass it on to the next area is about 20 milliseconds (Edmund Rolls,

personal communication).

Data parallelism in communication, storage and processing. We assume that
data is coded in parallel codes, such as population codes, so that a large set of parallel
fibers carries a code for one message, or one meaning. We assume that processing
within an area is highly parallel, operating on a large set of parallel fibers concurrently.
Parallel coded data is transmitted, stored, and triggers processing. Processing acts

on parallel data to produce parallel data.

Data is “wide”. The data items being transmitted, stored and processed can involve
a lot of information; they can be complex. Thus, if we have a parallel set of one million
neurons, then the code for one choice or component of a data item might involve 10,000
neurons, and then the set of neurons might transmit 100 such components or choices

simultaneously as one data item.

The cortex works in real-time. The cortex’s fastest reaction time to a stimulus is
about 100 milliseconds. Further, the path from incoming sensory stimulus to outgoing
motor command runs through about five areas. Language is processed in real-time,
both generation and recognition, and, as Goodwin has shown [Goodwin, 1981], even
the co-construction of a sentence by two or more persons usually occurs in real-
time including nonverbal signaling between participants during the generation of the
sentence. Hence the action of an area is, at least some of the time, an immediate
reaction to its incoming data. Cognition occurs by areas exchanging data and by

repeatedly reacting to incoming data as well as newly computed data.

Continuous action. The cortex is always active, even when calmly scanning under
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alpha rhythm, or asleep. Further, imaging data show that the change in energy
consumption during focused activity versus general activity is rather small, 5-10% for

humans.

Learning occurs in specialized learning areas. There is some learning in the
neocortex, however many types of learning occur elsewhere. Learning of episodes
occurs in the hippocampus, learning of routine sequences in the basal ganglia, and
affective learning in the amygdala. Our research on learning will be reported in

another paper.

4 Our model of the neocortex

4.1 Our computer science approach

Our approach uses the following key computer science concepts as a basis:

1. The concept of data, separate from concept of processing on that data, we already
discussed this issue in section 2.

2. The concept of data type, which can defined by specifying functions which con-
struct and access data items of that type.

3. The use of logic programming description of data and process, in which processes
are specified by logical rules which are processed by unification and sequencing.

4. The use of mathematical theory from computer science theory, that is, we seek to
understand the brain in terms of a computer science notion of computation, and

5. The use of more than one level of description of a system, each with different
description methods. The work described here concerns a description of the brain
at a system level. It should also be possible to develop models at other levels of

description, both finer and coarser.
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4.2 The design of the model

Modules. We structure our model as a set of parallel modules with fixed intercon-
nectivity similar to the cortex, and where each module processes only certain kinds
of data specific to that module. The data types used in each module correspond to

the types of data observed to be processed in its corresponding brain area.

Time. We use a discrete time scale, t = 1,2,3,.. corresponding to increments of
about 20 milliseconds, which is the characteristic time of the brain, that is, the time
for data to be processed in one area and communicated to another area. Thus our
model makes discrete steps and changes of state, and each change describes all the
changes that occurred in the brain during that 20 millisecond time interval. Using
a discrete time scale makes it easier to develop a model based on abstract logical

description.

Data items, and their storage and transmission. We view all data streams and
storage as made up of discrete data items which we call descriptions. We represent
each data item by a logical literal which indicates the meaning of the information
contained in the data item. A datatype is taken to be the set of ground literals which
unify with a given (nonground) literal. In order to allow for ramping and attenuation
effects, we give every literal an associated weight, or strength, which is a real number.
An example data item is position(adam,300,200,0) which might mean that the
perceived position of a given other person, identified by the name “adam”, is given

by (x,y,2z) coordinates (300,200,0).

Processing within a module. We represent the processing within a module by a
set of rules. A rule matches to incoming transmitted data items and to locally stored
data items. All the processing by a module is described by a set of left-to-right rules

which are executed in parallel.
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Rule patterns also have weights, and the strength of a rule instance is the product of
the matching data item weights and the rule pattern weights, multiplied by an overall

rule weight.

A rule may do some computation which we represent by arithmetic expressions. This
should not be more complex than can be expected of a neural net. The results are
then selected competitively, and depending on the data type. Typically, only the one
strongest rule instance is allowed to “express itself”, by sending its constructed data
items to other modules and/or to be stored locally. In some cases however all the

computed data is allowed through.

Data width. The amount of data communicated and processed in a unit time
interval is limited, to model the bandwidth limitations of the brain as well as the
large size of this bandwidth. In communication between modules, the width will
be the sum of the widths of each item communicated. Processing is also limited in
width. A rule processes data of a certain width. This is related to the widths of
all the matching items in the rule, and is complicated by dependencies among the
different matching items, for example variables shared between items. Competition

and inhibition, between items generated by rules, will also be limited in width.

Uniform process. The uniform process is then the mechanism for storage and

transmission of data and the mechanism for execution of rules.

Uniform rate. We achieve uniformity of rate by describing time by a discrete time
scale; the architecture runs in discrete time cycles. In one processing cycle, all the
rules in all the modules are executed once, that is, all rule instances, and then all

selected data are communicated between modules and/or stored locally.

Perception-action hierarchy. Modules are organized as a perception-action hier-
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archy, which is an abstraction hierarchy with a fixed number of levels of abstraction.

The perception hierarchy receives sensory data items at the bottom and derives higher
level descriptions to form a percept. The action hierarchy generates more and more
detailed descriptions of action, that is, it elaborates the plan to the point where motor

actions are generated at the bottom of the action hierarchy.

An example of a perceptual rule is:

if position(M,X,Y,Z),orientation(M,A),self_position(X1,Y1,Z1),
then oriented_toward(M),

provided(angle_toward(X,Y,Z,X1,Y1,Z1,A1) ,app_equal(A,A1)).

i.e., from data giving another person’s position and orientation, and from the subject’s
own position, calculate the angle from the person to the subject and test if that angle
is the same as the person’s orientation, if so, create a new datum representing the

fact that the other person is oriented toward the subject.

An example of an action elaboration rule is:

if plan_self_action(walk_toward(M)),position(M,X,Y,Z)

then plan_self_act(walk_toward(X,Y,Z)).

i.e., if the planned action for the self in terms of relations is to walk toward some
person, and if this person’s position is X,Y,Z then generate a new datum, which
represents planned action for the self in terms of detailed position, to walk toward

the position X,Y,Z.

The goal module has rules causing it to prioritize the set of goals that it has received,

and to select the strongest one which is sent to the highest level plan module.
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The external world. We implemented model humans which we call persons. Per-
sons operate in an external environment. A person has sensors which interrogate the
environment and generate sensed feature descriptions which are represented as liter-
als. These input data items are sent to specified modules each cycle. Some modules
act as effectors in that they send commands, represented as literals, to the environ-
ment. The environment receives commands from all the persons and computes what

changes to make. Persons can only communicate with each other via the environment.

4.3 Implementation of the basic model

The initial world. We developed a multiperson system which was a social group
of persons in a 3D spatial world. The social structure was based on affiliative and
authority relations. Each person had a social relations memory module which main-
tained a record of these relations for the entire social group. This module generated
goals to service its memory of affiliation and authority relations. These goals were

achieved by joint social actions among persons.

The initial model. We developed an initial model, which we thought of as modeling
a primate brain [Bond, 1996] [Bond, 1999b] [Bond, 1999a], consisting of data and

process representations, with eight memory modules, shown in Figure 2.

Our model consists of modules corresponding to cortical areas, with corresponding
interconnections. Data items are sensed, flow around the system (in discrete steps),
may be stored in modules, and are output to effectors. As mentioned before, these
data items are represented as logical literals, and processing within a module is de-
scribed by a set of parallel rules, whose activations compete. In one unit time interval,
all rule instances in all modules are executed, and then resulting data items are trans-
mitted between modules. Figure 2 shows the correspondence of my initial model to

the primate neocortex. Note that the goal module corresponds to an area on the
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inner (medial) surface, namely the anterior cingulate.

An outline of each of these memories, the descriptions they store and the processes
they include, is as follows:

(i) the social relations module contains all affiliative and authority relationship in-
formation. It generates affiliation and authority goals and sends them to the goals
module.

(ii) the goals module contains all goals currently held. It activates the most important
goals and sends this information to the overall plans module.

(iii) the overall plans module receives goals and instantiates suitable social-plans,
sending them to the specific social plans module.

(iv) the specific social plans module receives a social-plan, and generates a detailed
action based on descriptions received from the perceptual hierarchy. For the others
involved in the social plan, the detailed action or state is verified, and for the self, its
detailed action is sent to the detailed actions for self module.

(v) the detailed actions for self module receives the detailed self action from the spe-
cific social plans module, receives object and location information from lower levels of
the perceptual hierarchy, mainly from the person positions and movements module,
and outputs a detailed motor action for this to the motor system.

(vi) the person positions and movements module receives sensory descriptions of the
state of the external world and provides information on requested persons to the per-
son actions and relations and detailed actions for self modules.

(vii) the person actions and relations module computes higher-level descriptions of
the action of each person involved in the current social action. It requests information
on particular persons from the person positions and movements module.

(viii) the plan persons module receives information from the overall plans module as

17



to which other persons are involved in the social action, and passes this on to the
person actions and relations module.
(ix) the motor system does some processing to generate the external action given the

direct action received from the detailed actions for self module.

The perceptual hierarchy is simply the person positions and movements and person
actions and relations modules, and the action hierarchy is the overall plans, specific

social plans and detailed actions for self modules.

4.4 Demonstration of the model

We implemented an initial brain model and demonstrated simple social behav-
iors using social plans [Bond, 1996] [Bond, 1999b] [Bond, 1999a] 2. This was
based on non-human primate behaviors, and persons were visualized as monkeys.
Simple social behaviors of humans and similar to those of non-human primates

[Harcourt and de Waal, 1992].

We then extended the model to do simple problem-solving behavior, for the Tower of
Hanoi problem [Bond, 2002¢|. We implemented the standard problem solving strate-
gies observed for humans. This involved distributed representations of problem solv-
ing plans, rule application until consistency, a working memory for goals and an

episodic memory of the problem solving process.

We implemented a sentence recognition mechanism [Bond, 2002a], based on
an existing psycholinguistic model due to Gerard Kempen and coworkers
[Vosse and Kempen, 2000]. This involved language processing areas/modules for the

lexicon and for grammatical analysis/construction, which we added to the model.

2We implemented the models in Sicstus Prolog on a network of Linux boxes, with one person per
machine, and the environment and visualization interface on two other machines. Communication

was via TCP/IP and sockets.
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These behaviors were obtained using about fifteen rules per module. The current
system uses fixed rules, and exhibits the phenomena reported. A dynamic version
with learned rules will be reported in a subsequent paper. This has an episodic
memory learning mechanism, which is intended to learn for example the standard

sequence of problem solving strategies for the Tower of Hanoi.

4.5 Social affiliation
Figure 3 gives four frames from a movie automatically generated for a grooming
scenario. It shows the first type of behavior we implemented, namely basic social

interaction between two primates.

5 Dynamics of the model

A plan is selected and elaborated down the action hierarchy, receiving input from the
perception hierarchy to allow it to elaborate appropriately. Our concept of perception-
action hierarchy differs from related ideas by others [Neisser, 1976] [Albus, 1981]
[Arbib, 1981] [Muller, 1997].

5.1 Perception-action hierarchy

Figure 4 diagrams how our perception-action hierarchy works. Information continu-
ously enters the system at the bottom of the perception hierarchy, on the left hand
side, and is processed up this hierarchy. The action hierarchy on the right hand
side elaborates an abstract plan into a detailed stream of motor commands which

continuously exit the system at the bottom.

Planning modules may send information laterally to corresponding perception mod-

ules, requesting information and this information is sent back, thereby modifying the
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elaboration.

In our system, the perception-action hierarchy is driven by a stream of goals from a

goal module. The perception hierarchy and action hierarchy cooperate closely.

Conditional elaboration - situation. The action hierarchy must elaborate the
currently selected plan conditionally upon the perceived environment. Within a given
level, the component of the action hierarchy at that level is elaborated down to
the next lower level, and evaluations are assessed and transmitted back up to the
next higher level. By elaboration we mean taking data which describe action at one
level and generating data which describe that action in more detail. More detail
includes (1) exactly how to act (which detailed action components), (2) in what
order, (3) exactly at what times, (4) exactly where in space, and (5) who will do
which actions. By an evaluation we mean, for example, a value indicating progress,
success or failure; such a value can also be associated with a particular datum, for

example, one representing a particular action or goal.

Conditional perception - attention. The modules of the perception hierarchy
at a given level derive information required for successful action elaboration at that
level. The perception hierarchy receives descriptions representing tuning information
and direct requests, attention information, and prediction information, from the ac-
tion hierarchy. This information provides a context for perception, and enables the
optimal use of processing and communication resources by the perception hierarchy
in supporting the realtime action. Thus, our perception-action architecture provides
a framework for attention mechanisms. Figure 5(a) and (b) diagram conditional

elaboration of action, and conditional perception, i.e., attention.

Continuous action. Action is continuous with a small time granularity, our imple-
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mentation runs at about 100 milliseconds on a 300MHz processor. Thus, stored data
are updated every cycle, the selection of rule instances is updated every cycle, and
updated motor commands are output to the environment every cycle. The process of
goal generation, goal selection, plan selection, plan elaboration, action specification

and motion specification proceeds continuously, renewing the information every cycle.

Figure 6 visualizes a typical instantaneous state of the model. The model can be used
to generate predictions of MRI imaging data; Figure 7 diagrams predicted brain area

activation for different kinds of processing

5.2 Viable behavioral states

We developed a notion of wviable behavioral state which is a distributed set of rule
activations in different modules which are dynamically linked together by what we call
confirmation descriptions. The way confirmation descriptions work is as follows. If a
module receives a data item that causes any activity, its sends a confirmation message
back to the sender, evaluating that data item and boosting the rule activation sending
that data. Figure 5(c) diagrams confirmation; note that the confirmation message
includes a copy of the particular data item that it is confirming. This tends to
stabilize distributed activity. If, on the other hand, received data does not cause any
execution, no confirmatory signal is sent back, which tends to attenuate the sending
rule activation, and thereby to allow competing choices to be tried. We diagram the

concept of viable state in Figure 8.

The basic action of the model is to try to establish an optimal viable behavioral
state, that is, one consistent with the response of the environment and with its own
motivations. It does this by trying different alternatives at each level on a competitive

basis, and subject to confirmation of successful elaboration.
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5.3 Conclusions from the initial model

We found that we could develop a brain-like architecture and that it would function
well. In order to produce orderly behavior, we needed to introduce the stabilizing
mechanism of confirmation, but this seems quite biologically plausible. We also had
to deal with the continual rapid updating of data stores, how this updating should
be specified, when to replace and when to make a new stored item, and when to
use competition in updating. We also needed attenuation of data, so that old data
would fade away and not continue to be involved. We also had stored data gradually
ramping up in strength as it was repeatedly input over several cycles. This time

smear helped stabilize the creation of coordinated distributed processes.

6 Social behaviors

6.1 Social plans

We developed a notion of plan suitable for social action. A social plan is a set of joint
steps, with temporal and causal ordering constraints, each step specifying an action
for every person collaborating in the social plan, including the subject person. The
way a plan is executed is to attempt each step in turn, and during a step to verify
that every collaborating person is performing its corresponding action, and then to
attempt to execute the corresponding individual action for the subject person. Note
that each person has their own social plan, and that social interaction in some sense
involves accommodating different social plans together. We made most of the levels
of the planning hierarchy work with social plans, the next to lowest works with a
“selfplan” which specifies action only for the subject person, and the lowest with

concrete motor actions. However, the action of these two lowest levels still depended
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on information received from the perception hierarchy.

6.2 Affiliative action

Persons were given social plans to offer and receive affiliative action. Affiliative action
was structured into four phases, for the offering initiator - (orientation, approach, pre-
lude, then affiliation), and for the receiver - (waiting, orientation, prelude-response,
then affiliation-response), and we developed suitable rules for activity in each module
in each phase. We demonstrated two persons establishing and mutually controlling
viable social action leading to affiliation, and to satisfaction of their affiliative goals.
Authority can be treated similarly with pairwise trials of ability and strength. In
addition, authority is increased by numbers and strengths of affiliative relations, par-

ticularly with persons of high authority.

In the grooming scenario, illustrated in Figure 3, each person has a social plan in
four phases; one person selects the groom social plan the other the be_groomed social

plan.

In each phase, certain rules fire at each level of the action hierarchy, triggered by
perception of the situation. The set of firing rules constitutes a distributed plan

process, whose stability is maintained by confirmation signals among the modules.

The goal to affiliate is generated by an affiliation store which maintains information
on affiliation, which attenuates with time and thereby creates greater strength goals
to maintain affiliation. When grooming is perceived to be occurring, this updates the

affiliation store and increases the strength of the affiliative relationship.

6.3 Group dynamics and the perception of disposition
To investigate group behavior and the resolution of conflicts among the goals of several

persons, we set up scenarios with four and six persons with social goals which had
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some conflict. For example, two persons’ highest goals were to affiliate with a third
person, which in turn had a goal of affiliating with a fourth person. We were able
to achieve smooth dynamical change of social action. The initial attempts at social
action would fail by the absence of perception of appropriate action by the intended
participating person. This caused the dismantling of the initial plan and the selection
of alternative social goals involving other persons. We also achieved the same scenario
with a different person model which had an additional social disposition module for
the perception of the dispositions of others. Dispositions were represented as positive
or negative evaluations of certain goal types. A disposition represented the subject

person’s perception of the attitude of another person toward a given goal.

6.4 Social use of space

We have also implemented some social spacing behaviors, so that persons tend to
position themselves near others, plan paths that avoid others of higher authority and
paths that displace others of lower authority. These behaviors use new modules which
include not only a spatial map but also a social map which represents space and its
social significance. Thus, each person has a different social map, perceives situations

differently, and behaves in space differently.

6.5 Conclusions from modeling social behaviors

We discovered that we could indeed model social behaviors using our brain model
[Bond, 2002b]. The model could achieve coordinated behavior. This behavior could
modify itself flexibly under changing conditions. The model could recognize the
dispositions of others. The model could represent space and its social use. It also
seems that the perception-action processing architecture is well suited to flexible social

interaction.

Figure 9 diagrams the instantaneous behavioral states of two interacting persons.
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7 Problem solving

7.1 Problem solving strategies

We now turned to the more specifically human activity of problem solving, and we
selected the Tower of Hanoi as the problem for which by far the most psychological
knowledge was available. We implemented [Bond, 2002c¢| three Tower of Hanoi strate-
gies described in Anzai and Simon’s work [Anzai and Simon, 1979]. This involved
distributing the perceptual tests to the perceptual hierarchy. This also produced

perceptual attention control.

7.2 Programming problem solving strategies in the model

We programmed each of the three Anzai and Simon strategies on the brain model.
The general approach is to map the strategies onto planning, perception and motor
modules. Instead of using the goals module for all goals, we used what we call working

goals which are new data types in the planning module.

7.3 Lessons learned from extending the model to do problem solving

It was much easier to use working goals in the plan module, distinct from the main
goals. Since this may correspond to working memory in the frontal lobes, which
presumably has a fixed size, we allowed for storage of one working goal only at any

time.

We could use an episodic memory module for events instead of a goal stack, which

would have been biologically implausible.

We had to make the data in each module coherent before transmitting information to
other modules. We therefore repeated the rules until quiescence, i.e., no more changes

occurred, within each processing cycle.
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This has some correspondence to the computation of a fixed point, and it may be
possible to view a brain module as a deductive database, which continually reestab-
lishes its own integrity. The computation of a fixed point corresponds in this case to

the construction of a (logically minimal) model.

8 Language processing

8.1 The Kempen psycholinguistic model
We are developing modules for natural language generation and recognition

[Bond, 2002a], following the approach of Kempen [Vosse and Kempen, 2000].

The approach is lexicalist, in that there is very little grammar that is not derived
from the lexicon. Words are held as lezical frames, which are four-tiered unordered
trees which are “mobiles” | i.e., there is no ordering among branches. They have
variables at certain places which can be linked to form grammatical structures, i.e.,
parse trees, for sentences. The parse trees arose from competitive construction, for

example for the sentence “The woman saw the man with the binoculars”.

Our sentence recognition model is structured to correspond to areas of the brain,

placing language processing at the locations of Broca’s and Wernicke’s areas.

8.2 Lessons learned from extending the model for natural language

The mechanisms used in the Kempen-Vosse model partition into two kinds. One kind
is the lexical frame representation, the other kind is the competitive fitting and final
representation as a tree. This second kind of mechanism is probably a general cortical
mechanism. It can be viewed as model construction where there are alternatives

with strengths which compete to construct the best model. We added inhibitory
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competition among data items. Natural language processing used wider data items.
It seems the model could be represented by three modules which correspond to known
brain regions. A semantic, or conceptual, knowledge mechanism would correspond to

a long-term episodic memory store.

9 Consciousness

Does our model shed any light on the perplexing subject of the scientific study of
consciousness? We will briefly summarize the various properties of the model and

point out that they have some correspondence to properties of consciousness.

1. The instantaneous active state of the brain according to our model is distributed
over many modules. The distributed nature of consciousness has been studied using
MRI imaging and has been reviewed by Nancy Kanwisher [Kanwisher, 2001]. Her
conclusion was that the experimental data support the idea of consciousness being
distributed over many neural areas. When the subject pays attention to some aspect

of the percept and makes it conscious, the corresponding brain area is found to light
up.

2. In our model, this distributed activity is bound together by the exchange and
confirmation of data. This may result in some temporal synchronization but such

synchronization would be an effect and not a cause of binding.

Our idea is this. When only one, or a small number, of rules fired, modules can
complete their computation quickly. The maximal rate is about 20 milliseconds,
which leads to communicative exchanges at a maximal rate of about 50Hz. However,

in a more complex or not yet understood situation, there will be many more rule
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activations in different modules and there will be desynchronization of the activity of

modules.

3. Modules continuously respond to new data that they receive, by creating a maxi-

mally coherent and consistent state of their stored data and active rules.

4. The set of modules which constitutes the brain, by the exchange of data and by
responding to its own goals, tends to put itself into a viable state where the states
of the different modules cohere into an activity which attempts to solve its goals
and which coheres with perceived behavior of other persons in social interaction with

them.

5. The characteristic time taken by our model in attaining such a coherent state of
the entire system is about 10-15 cycles, i.e., 300 milliseconds. This seems to agree
with the experimental work of Benjamin Libet, who found a 350 millisecond delay
between the time of directly stimulating the brain of a patient and the time that the

patient reported becoming aware of the stimulation [Libet, 1993].
6. Two or more persons will tend to find a mutually viable processing state.

Thus the activity of our model seems to be consistent with observed brain activity

corresponding to consciousness.

10 Cortical motivation

We now introduce the concept of motivation at the cortical level, which is a result of
the system’s tendency to create integrity of its state, consistency with the environ-
ment, and consistency of purpose and social interaction. The tendency to integrity

and consistency may be related to minimization of computational resources, energy
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and time, and as such constitutes a motivational mechanism deriving from the cortex
itself. This motivation is different from the subcortical motivation systems involved

in fear, aggression, attachment, and sex, etc.

10.1 Integrity, continuity and identity

We have thus been lead to postulate that the cortex has its own motivational dy-
namic, based on: (i) consistency [Festinger, 1957] or coherence [Klein, 1976], (ii)
integrity [Klein, 1976], (iii) temporal continuity [Klein, 1976], (iv) the need for ex-
pression [Freud, 1900] [Freud, 1895], and (v) the desire for novelty; all of which have

strong social dimensions.

These are information-processing measures but are related to the survival ability to
understand the world, to cooperate with others, and to minimize energy consumption

[Allman, 1999].

We have realized that there are certain properties of the cortical process in my model
that correspond to these kinds of motivation at the cortical level. These mainly con-
cern the tendency of the system to maintain integrity, temporal continuity and iden-
tity. George S. Klein, in his cognitive analysis of psychoanalytic ideas [Klein, 1976],
defines the existence of identity and self as deriving from “a sense of the continuity,
coherence and integrity of one’s actions and thoughts in respect to autonomy and
we-identity” [Klein, 1976], p. 180. By continuity he meant temporal continuity, by
coherence of actions, encounters and relationships he meant their compatibility with
the autonomous and affiliative aspects of selfhood, and by integrity he meant a sense

of moral truth concerning what one does and feels.

We need to define identity more simply, but more operationally, for the abstract

systems we are working with. His concept of continuity seems fairly easy to define,
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as a consistency between the knowledge and actions of the system at time t and time
t+1. His concept of coherence presumably relates to the knowledge the system has
and the actions of the system being compatible with its goals. His concept of integrity
seems to concern the compatibility among different items of knowledge the system

has and with the actions it takes. In this paper we will only consider integrity.

10.2 Integrity mechanisms in our model

The system is constantly perceiving new information, deriving consequences from it,
and integrating it into its knowledge and plans. The mechanism of the model tends to
maintain integrity in several ways, in the updating and attenuation of module stores,
in running inferences to quiescence, and in finding viable states in which the different
modules agree with each other, with the goals of the system and with the perceived

environment.

Updating and attenuation. As the external world changes, the system will per-
ceive changed information which in many modules will be inconsistent with previous
information and will need to update data items. This occurs (i) by overwriting similar
data items with new ones, (ii) by computing new consequences which overwrite old
ones, or recomputing derived information which replaces old similar information, and
(iii) by ignoring and failing to update less relevant, cogent (tending to fire rules), or
consistent data, so that attenuation in the store eventually removes it. In this way
the knowledge in stores will tend to track the changes in the external environment.

This leads to consistency with the external world.

Inference to quiescence. As already indicated, running all matching rules to qui-
escence causes a series of related updates which recompute all logical consequences of
any newly received information. Thus the derived model, whose construction is the

main activity within a module, is repeatedly reconstructed. This leads to integrity of
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instantaneous action, derived from consistency of conclusions with the knowledge in

the module.

Finding viable states. The system searches, finds and puts itself into states which

are viable. This gives consistency between its goals, perceptions and actions.

Intermodule consistency. The confirmation mechanism tends to boost rules and
data in one module that are relevant to other modules. This gives viability and

consistency of the overall system state and of module-module interaction.

Social viability. By interacting with other persons, the system tends to promote
states in which its viable states are compatible with the viable states of the others.

This leads to social consistency and integrity of action with the actions of others.

Thus, all these different mechanisms cause the system to move into states of greater
integrity and unity. If the environment stops changing, the system will also eventually
stop changing. It is probably possible to show that states of greater integrity consume
less computational resources, or energy. Certainly, inconsistent knowledge will cause

the system to make unnecessary inferences, which will consume resources and time.

Cognitive dissonance. In the late fifties, the cognitive psychologist
Leon Festinger introduced the idea of cognitive dissonance [Festinger, 1957]
[Harmon-Jones and Mills, 1999]. From experiments, he concluded that people tended

to avoid inconsistency.

It seems to us that the concept of consistency arises naturally in a logical approach

to system representation, whereas in other approaches it might be difficult to define.
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11 Conclusion

We hope that this discussion has shown the potential for brain modeling to illuminate
the study of consciousness. We have presented a model which is based on the brain
and which exhibits control and timing phenomena similar to consciousness. Also, as

far as we know, our discussion and model of cortical motivation is original.
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Figure 3: Grooming sequence
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Figure 9: Instantaneous behavioral states of two interacting persons
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