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Abstract

We describe how a stream architecture technique can be used to realize a real-time
grey-scale vision system. We develop the design from an implementation of a particular
real time vision system.

For this purpose, a class of architecture, called stream architecture, is described.
Such systems consist of

1. Randomly accessible frame stores,

2. Stream function boards, i.e., logic operating at about video rates,
3. A stream controller

4. and a Master control serial processor

5. All on address and data buses.

Data is streamed between frame stores, passing through stream function boards.
Three kinds of streaming are defined

1. frame grabbing at video rates
2. (ordinary) streaming, using address counters

3. chain streaming, in which another frame provides a stream of addresses which
controls streaming between two frames.

The latter allows the stream of addresses to be segmented into chains, and the
stream controller has a scratchpad memory for storing chain descriptions.

We describe in some detail how this class of stream architecture can be used to
implement the vision system.



1 Introduction

We describe a method of hardware implementation based upon a combination of video stream
and RAM processing. It originated in work on a real-time computer vision system [4]. We
call our method stream architecture. It generalizes the well-known video stream architecture
[7] in a number of ways. It introduces chain streaming, in which one frame can generate
chains of addresses used for scanning another frame. It also uses a scratchpad in the stream

controller, which enables structures which are sets of chains to be used.

In this paper, we motivate our design by first explaining the processes involved in the com-
puter vision mechanism. These form a sequence of eight different processes, starting with an
input image and generating a succession of images and other data structures, and resulting

in data describing the objects recognized by the vision system.

An original design constraint of the software system was that it should be possible to im-
plement most of the system as video stream hardware. In this way, it was thought that a
viable commercial unit could be produced that could recognize parts in times of the order

of one second.
What the paper will show is that

(i) In order to use this real-time vision mechanism, we need both chain streaming and serial

processing.

(i) If we can find a cost-effective way of providing streaming, chain streaming and serial
processing, then we can implement a real-time computer vision system, with recognition

times of the order of 1 second.

The reason for (i) is that we need at least to be able to scan the structure of an image,



and this will not be in raster order. In our method we achieve a minimal hardware require-
ment by linearizing the image structure and model structure into chains of intensity points
connected by direction codes. This structure can then be accessed using chain streaming,
and recognition, by matching models to the image can be implemented as a one-dimensional
correlation. Final processing needs a serial processor, but is fast enough since the number

of data elements has by then been sufficiently reduced.

We describe a complete design of our computer vision mechanism using a stream architecture

system. This uses pipelining to achieve recognition times of less than one second.

Stream architecture provides a practical approach to computer vision, and avoids the cost,

overhead, lead time and complexity of more general image processing architectures [6], [8],

[1].

2 The Vision Process

By a second generation computer vision system, we mean one able to function under a wide
range of lighting and other environmental conditions, and that the objects to be recognized
can overlap and touch. This implies that a grey scale image is needed. It should also use a

commercially viable implementation method.

We have demonstrated a second generation computer vision system in software [5] [4]. The
software system is written in the programming language C and takes about two minutes to
run on a Motorola 68000 serial processor using 250ns RAM. Our system currently only deals
with two-dimensional objects, and only recognizes known objects from a finite set of stored

models.



We have shown [3][2] that our system will function well under a wide range of environmental

conditions, and will reliably recognize overlapping and touching objects.

We give in Figure 1 the sequence of processes involved in the software computer vision

system.

The system starts with a 256 x 256 8 bit image obtained from a television camera. First, edge
points are found, i.e., those pixels through which an intensity edge passes. These points are
linked into chains and the set of extracted chains, expressed in s,6 coordinates, represents the
image. Each stored model is similarly represented in s, coordinates and is segmented into
arbitrary segments. Each contiguous model segment pair is exhaustively matched at every
point on every chain. Where each pair fits we have a good fit which predicts the identity,
position and orientation of an object interpreting the chain at the fit point. The set of good
fits then votes into a histogram of the orientation, from the peaks of which x,y values are

then projected.

Figure 2 shows a typical input image, Figure 3 chains used, Figure 4 the x,y representation
of a model, and Figure 5 the recognized object displayed over the original image, showing

the accuracy obtained.

Let us now go through each component process in turn; a fuller description is given in [4].

2.1 Edge point finding

We use the technique of edge templates, following Nevatia and Babu [10], a template being
a 5 x 5 matrix in our case. We use 4 such templates for the edge directions 0°, 45°, 90° and

135°. These are convolved with the image to produce four strength values; negative values



1. EDGE POINT FINDING
(a) 5 X 5 CONVOLUTIONS
(b) THINNING

2. LINKING
(a) LINK
(b) GAP FILLING

3. LINEARIZING

(a) (x,y) -> (s,) TRANSFORMATION

(b) SMOOTHING OVER 10 PIXELS

(c) WRITE TO CHAIN LINEAR DATA STRUCTURE

4. MATCHING

(a) MATCH MODEL PAIRS TO EACH CHAIN-MATCH VALUE
(b) THRESHOLD AND LOCAL MINIMUM

(c) ,X,Y VALUES AND GOOD FIT

5. VOTING

(a) CREATE ¢ HISTOGRAM
(b) THRESHOLD

(c) PROJECT X,Y VALUES

Figure 1: The sequence of processes involved in the vision mechanism



Figure 2: A typical input image

correspond to directions 180°, 225°, 270° and 315°. The maximum value is found for each
point, this is the edge magnitude; and the direction giving this value is also stored; this is

the edge direction.

In our system, the 5 x 5 edge templates only have individual element values of -1, or 0 or +1,
so convolution need only involve addition. These edge masks were first described by Kirsch

[9]. The templates are given in Figure 6.

2.2 Thinning of detected edge points

For each detected edge point, the two pixels which are neighbors in the direction normal to

the edge are examined. Only an edge point dominating these neighbors is retained, the rest



Figure 3: Chains used

are erased (”thinned”).

To select the correct neighbors, we use one of four 3x3 masks, depending on the direction

code, see Figure 7.

The logic applied to the neighboring pixels is as follows:
If for both neighbors

magnitude > neighbor’s magnitude

and |direction - direction of neighbor| < 90° i.e. 0° or 45°
and magnitude > threshold

Then edge point present

Else edge point absent



Figure 4: The x,y representation of a model

2.3 Chain end-point finding

We find both start and end points of linked chains before actually linking.
A start (end) point is one with no acceptable predecessors (successors).

To check for acceptable predecessors or successors, we use 3x3 selection templates depending
upon the direction code. Figure 8 shows templates for successors; for predecessors, we use

the same templates with reversed direction codes.

Having selected potential predecessors and successors, the logic applied is as follows:



Figure 5: The recognized object
A potential predecessor (successor) is acceptable iff

| direction - direction of predecessor (successor) | < 90 i.e. 0° or 45°

2.4 Gap filling

The most important deficit in the edge detection process, for marginally visible images, is
the occurrence of single pixel gaps in a chain. These are not detected as edges. We fill them
in by detecting 3x3 situations with a start and stop edge point and with a central gap, see

Figure 9. We then look up, in a table, a direction code to put in the gap.
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-1 0 1 1 0 1 1 1
-1 0 1 1 -1 0 1 1
-1 0 1 1 -1 -1 0 1
-1 0 1 1 -1 -1 -1 0
-1 0 1 1 -1 -1 -1 -1
0° 45°
1 1 1 1 1 1 1 1
1 1 1 1 1 1 1 0
0 0 0 O 1 1 0 -1
-1 -1 -1 -1 1 0 -10-1
-1 -1 -1 -1 0 -1 -1 -1
90° 135°
Figure 6: The edge templates
0° 45° 90° 135°
X X X
— / T X N
X X X

Figure 7: Neighbor selection masks for thinning



0° 45° 90° 135°

X
180° 225° 270° 315°
X
X | ¢ X | d N | X
X XX XXX X [ X

Figure 8: Neighbor selection masks for successors

start edge gap

point | i.e. empty

stop edge

point

Figure 9: The form of the gap-filling situation
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2.5 Linking

Linking is the generation of linking information for each edge point. This information is a 3

bit direction code indicating the successor in the chain of which the edge point is a member.

This process is a case analysis on a 3x3 grid, leading to a table look-up for the link, which

is placed in a link image.

The logic is as follows:

Acceptable successors as defined previously are found.

We then enter a branching case analysis:

If one acceptable successor, then link to it.

If two acceptable successors, then

if — etc. then if acceptable successors are adjacent and parallel then link to nearer
else link to the one with larger magnitude

if 7 etc. then if acceptable successors are adjacent then link to nearer

else link to the one with larger magnitude.

If three acceptable successors, then link to nearer.

2.6 Linearization

Chain following For each chain start point, follow link to successor, until chain stop point.

Calculation of s,f values s can only increase by 1 or /2. 6 becomes the direction of the

link, see Figure 10.

Smoothing of § values The 6 values are smoothed over about 10 pixels, by taking the

13



As=1 As =+/2 6 = 0° 0=45° H#=090° 6=135°

X X X X X
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Figure 10: s,0 calculation
sum of the previous and subsequent five 6 values along the chain.

Copying into raster order The s and 6 values are copied into raster order in a frame

store.

2.7 Matching

Each type of physical object that the system can recognize is represented by a set of linked

chains.

Each model exists as a set of model fragments or segments, and these are matched separately
against each chain in the detected image, see Figure 11. They are matched at every point in

each chain. In this way, highly overlapped and partially visible objects can be recognized.

Each model segment pair has an interest point for the registration or anchoring of the match.
This is usually simply the point where the two members of the pair meet. For each model

segment and each point on each chain in turn in registration with the interest point, a

14



matching discrepancy function of

| emodel - gimage ‘

is calculated, see Figure 12.

As=1 As =2 6 =0° §=45° H=90° @=135°
X X X X X X

X | X | X X X | X X X X
X X X

Figure 11: Relative orientations of model and image

The calculation, on a stream of As and 6. values from the image chains, with calculation of

corresponding 6, value for the model segment, is as follows:

offset= Ay * (0ic — Oim) /Asi
error (per unit length)= A * (6;c — 0:1n)?/(Ag; — of fset)?

This matching calculation is performed for each segment separately. Matching is abandoned
if the error/unit length suddenly increases. Otherwise it continues until the end of the model
segment or the chain, whichever comes first. The pair of segments is matched in parallel and

the match is abandoned if

|offsetleft-offsetright| > a threshold,

which depends upon the current radius of matching.
The output from the basic matching process is

(i) the error/unit length or discrepancy value

15



Figure 12: The matching calculation

(ii) predicted ¢ value = average offset, i.e.,

(offsetleft * lleft + offsetright * lright) / (lleft + Iright)

2. dentification

etection of good ts The stream of such discrepancy values is thresholded and a local

minimum is detected and called a good fit.

Calculation of ,y for each good t The increments in x and y from the model’s stan-
dard position are calculated. At the good fit point in the chain, we have stored x and

y values and for the model segment matching point also x and y values. We calculate

16



their differences.

Creation of the ¢ histogram Each good fit votes with equal weight. Its votes are

smoothed into ¢ buckets over neighboring 2 buckets on either side.

etection of ¢ histogram pea Simple thresholding is used and a local maximum found.

This gives the detected ¢ orientation of the recognized object.

ro ection of ,y values The x,y values for each good fit contributing to the peak are

averaged to yield the detected x,y position of the object.

tre rchitecture

3.1 The ain idea

We show in Figure 13 the form that a stream architecture takes. We give a general form;
typical numerical sizes as used in our application might be a data-bus width of 16 bits,

address-bus width of 24 bits and Ram size 16 bits.

The architecture has a set of RAMs which act as frame stores; there would typically be at
least two of these. The RAM speed need only be 300ns cycle time, and one could use cycle
stealing refresh which would degrade the speed by about 20 . The RAM chips would be
parallel organized so that changes in the low order address bits would change the chip to
be accessed. In this way, a serial stream of data into successive addresses can be processed

most rapidly.

There are address and data buses, typically 24 bits and 16 bits in width respectively. The
buses would usually be much faster than the RAMs. Images of 256x256  8bits would

17



be grabbed by a rame gra er and stored in the frame stores. In order to write at video
real-time speeds, without using parallel organization, two pixels would be grabbed each time
and written to the memory. In this way, a memory cycle time of 400ns is all that would be

needed.

There would be a set of special purpose functions implemented as stream oards. An image
could be accessed in raster order from one frame store and streamed at high rate (often video
rate) to a selected stream board. The stream of output values from the stream board would

be put back into another or the same frame store.

18



Figure 13: Stream architecture

19



We also provide for chain streaming, which is where addresses for accessing one frame store

are generated from the data stream from another frame store.

There is a stream controller, which controls the three types of streaming, viz.,
(i) video frame grabbing

(ii) streaming (in raster order)

(iii) chain streaming

The stream controller uses a different address generator for each type of streaming. The
three types of streaming are explained in the next sections. There is a general purpose serial
processor in the system, with a RAM for its program and working data. It is separated from
the system, by tri-state switches, during streaming operations. It provides an additional
type of processing, viz., ordinary serial processing. It also acts as master controller and
sends instructions to the stream controller to order the sequence of various types of stream

operation.

3.2 ra egra ing

Although streaming from one RAM to another may be performed at a rate both convenient
and optimal, the grabbing of video images must be performed at video rates. This would
probably be slaved to a TV camera synchronization. A TV line lasts for 64 secs (British

standard), of which 52 secs form the line and 12 secs the line synch, windows and yback.

In computer vision work, we tend to use square pixels derived from a picture with a 4:3

aspect ratio. This is done typically by sampling each of the 256 lines of one field 384 times,

20



but only digitizing and storing the central 256 samples, usually to 8 bits. This produces a
maximal required data rate of 1 byte every 200 ns. With the 300ns RAM chips organized
in parallel fashion, the image can be streamed from the A/D converter into the frame store.
The timing required and the generation of the frame store address from a counter would be
performed by a frame grabber controller. This in turn would be initiated and controlled by
the stream controller executing a frame grab instruction. Video output would be performed

similarly.

3.3 trea ing

A streaming instruction specifies to the stream controller (i) a source frame board (ii) a
target frame board and (iii) a stream board. It then enables the respective board and frame
stores and the two stream address generators, for source and target frame stores. The latter
is a simple counter. We can overlap these component operations to give optimal speed, as
follows:

Set up read address

Initiate read operation

Set up write address and data from last operation

Initiate write data from last operation

Read data for next operation

Repeat

21



3.4 Chain strea ing

A more general type of streaming is needed in many applications, including the vision system
described here, in which the address for reading the next datum from a frame store is obtained

from data in another frame store.

When chain streaming, either the source address or destination address are generated from
a stream of new addresses or address increments. In this case, both the stream address
generator and the chain address generator would be used. The address-producing frame
store is streamed. As each datum appears on the data bus, it is used by a chain address
generator, on the stream board, to generate an address for accessing the other frame store.

The stream from the second frame store may be sent to another, third, frame store.

One main use of such streaming is for following edges in a picture and producing from them
a linear sequence of data in raster order. The operation to be performed on the raw address
datum, to produce the chain address, is typically to increment or decrement parts of an
address counter. For example, the raw address datum might indicate whether to increment
or decrement the image row by one, and whether to increment or decrement the image

column by one.

3.5 erall strea control sche e

Putting the three types of control - frame grabbing, streaming and chain streaming - together,

we have an overall stream controller, as in Figure 13.

The interface between the stream controller and the serial processor, used as master, can be

described by the form of instructions sent from the master to the stream controller, and the
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Commands

framegrab start address, frame store
stream start address, fsl, fs2, stream board
chain stream start addressl, start address2, fs1, fs2,

fs3, chain stream board
start address can specify scratchpad

load scratchpad sequence of start addresses

Returning signals

termination
error conditions

chain end
Figure 14: Interface to stream controller
control signals sent back, see Figure 14.

In chain streaming, frame store 1 is assumed to generate the raw addresses for chaining.

Data would be read from frame store 2 into frame store 3.

Returning signals, from the stream controller to the master, simply indicate normal termi-

nation or hardware error conditions.

As will be seen, we need a scratchpad in the stream controller to hold start addresses. The
stream and chain stream operations can operate in a slightly more general way if the start
address is specified as the scratchpad. In this case, the stream or chain stream operation is

performed from the first (next) address until a stop signal is received from the board. Then

23



the next start address is used and so on until the end of the start addresses. In this way, a
set of stream segments or set of chains can be followed in one scan of a frame store, without
having to seek a new start address after each segment. The need for this can be seen in our
computer vision application, since image chains may form a set of disconnected parts in the
image to be scanned. Seeking a new start address could take up to a frame time, i.e., 1/25

second, so if we had 25 segments this could take up to 1 second, which would be prohibitive.

We need the ability to write to the scratchpad from a stream board. This can be achieved

by receiving elements on the databus. This operation would initially erase the scratchpad.

I e ent tiono re ti eco uter ision s s
te usin stre rchitecture
In this section, we show how to implement the computer vision mechanism described in
section 2, using the stream architecture described in section 3.

The system should take about 1 second to recognize 256x256 8 bit images and is therefore
described as a real-time system, since it could be used in conjunction with external industrial

processes.

We first give an overview of the implementation and then discuss each component board in

more detail. A summary is given in Figure 24.

4.1 er ie ofi ple entation

The image would be ac uired by frame grabbing into an 8 bit image, 1.
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dge point detection convolves I with four 5x5 masks giving a direction image, D, of 3 bits.
This is a stream operation and D and I could be stored in the same 16 bit frame store, giving

a I+D image.

hinning of detected edge points streams the I4+D image. D selects a 3x3 mask which is
applied to I to produce a modified 8 bit thinned image, T. This could overwrite the I image,

giving a T+D image.

hain end point finding streams the T+D image. D selects a 3x3 mask and the stream board
logic computes whether we have a start point, a stop point, or neither. This information

constitutes a 2 bit image, CE, stored with T and D.

ap filling streams the T+CE image and looks at 3x3 windows. It writes out a new D

element if a gap is filled. As a result, the CE image is no longer valid.

inking streams the T+D image. It uses D to select 3x3 masks to compute acceptable
successors. It generates the link image L (4 bits), whose elements are direction (Freeman)

codes.

We find all chain start points by streaming the T4+D image as before. The start points are

written into the scratch pad memory.

ineart ation of each chain would take the next start point from the scratch pad. It would
chain stream the T4+D-+L images, using the L image for raw address generation. The stream
of x,y values computed from the current frame store address would be output and the As,f
values computed, smoothed and output also. The As,0.x,y values are written in raster
order forming the S image. We developed a method for using uniform s increments, by
interpolating # values, so As is not stored in S. The S image contains a sequence of linearized

chains separated by a separation code (0,0).
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Each model exists as an M image, which is a sequence of model segment pairs, separated by

the separation code.

Each model segment pair is matched against each chain at every point, by loading them
once into buffers on a one-dimensional correlator match board. Good fits are detected, ¢,x,y

values calculated, and these values are written out, forming the G image.

Since there are only about 50 elements in the G image, the rest of the processing is performed
using the serial processor. This includes creating the ¢ histogram, detection of maxima, and

calculation of the predicted ¢,x and y values for the object.

The basic speed of operation is determined by the memory access time for a 256x256 8bit
image. This is 64K bytes 300ns = 20 milliseconds. Most of the boards can keep up with

this rate, so the overall speed is about 20 milliseconds per board.

4.2 nterpolation to allo nifor incre ents

Although the software used variable As increments for the image chains and the model, and
matched these together, we found it simplified the hardware considerably to use uniform As

increments (of value 1 pixel width).

The chains originate from the image with variable As increments. During the s,0 transfor-
mation, we calculated interpolated # values for equal As increments. Referring to Figure 15,
the sequence of # values corresponds to a sequence of s values. The value of 8 is required at

s , which is an integer. A simple linear interpolation gives

0 =0 +(s —s)x(0,—60)/(s2—5s)

26



This could have been time consuming, however, since As only increments by 1 or v/2, the

divisor (s, — s ) can only be 1 or v/2.

We can generate §//2 at the time # is generated. This is a 3 bit to 10 bit scaled value

look-up. @ itself is also stored as a 10 bit scaled value.

We perform smoothing after interpolation, of course.

Figure 15: Interpolation calculation
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4.3 The strea oards

We now discuss each board in turn, in sufficient detail to establish the correctness of imple-

mentation technique and to estimate cost and speed.

dge point detection

This is a 5x5 convolution. A range of implementations is possible, varying in cost and speed,
and ranging from maximal hardware and video rates to minimal hardware and 10 x video

rate, say.

For the latter, at 3 sec/pixel, i.e., 200ms per picture, a solution is given in Figure 16.

28



Figure 16: Edge detection board
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In the upper part of the diagram, we present the five byte-valued pixel intensities for the
next column in the scanned image. The pixel stream is shifted in a bitwise manner to reduce
the hardware complexity, that would have been entailed if it had been shifted as a sequence
of bytes. The bit-wide stream must be shifted at 8 times the pixel rate, but this is easy to

achieve in the time taken to do the 25 additions required to calculate each output value.

In turn, each of these five bytes is selected and fed to the accumulating logic in the lower part
of the diagram. This multiplies the selected byte by the appropriate coefficient 1, 0 or -1,
and accumulates it into the appropriate partial sum. The sum for all five columns making
up a mask is then accumulated. The accumulating logic is repeated for each of the four
masks. The moduli of the four magnitudes are compared and the output value determined

from the greatest one. A selected negative magnitude gives a reversed direction of angle.

hinning

The design is outlined in Figure 17. The logic for thinning was described in Section 2.2.
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Figure 17: Thinning board
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Using the direction code, we select one location for each of the two neighbors given in Figure

7.

Only the bottom two bits of the direction code are needed, since opposite directions select
the same neighborhood. These two selected 11 bit values (magnitude and direction) are then
used in the logic following. For each of the selected pixels, we compare with each neighbor
in turn. If the logic fails, then we zero out the 11 bit number, otherwise we do nothing. The

modified (thinned) image (i.e., the center pixel) is being written out to memory.

This process is memory limited, it takes 20msec to stream the image from one board to the

other. This allows 300ns to carry out the comparison tests for the two neighbors.

Chain end point nding

The selection process is similar to thinning. We use the successor selection masks given in

Figure 8.

The same board is used for finding chain end points. Different selection is used for up to 3

pixels. If all three pixels are not successors (predecessors), we have a chain start (end) point.

This process only finds whether the number of acceptable successors is zero or not, and
whether the number of acceptable predecessors is zero or not. It is not worth trying to save
the actual numbers of successors for use in linking later. The selected elements are subject
to the logic on the stream board. For predecessors we can use the same logic as successors
by reversing the direction. The 2 bit value, constituting the CE image, is written out to the

same frame store.
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ap lling

The T + D + CE image is streamed. There are usually no more than 100 start and stop
points. We check every neighbor in the 3x3 window and if it has a start and a stop point
then we have a gap-filling situation, as in Figure 9, and we execute the logic on the stream
board, diagrammed in Figure 18. To determine if any of the eight surrounding pixels are

start points, each is inspected in turn.
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Figure 18: Gap filling board
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From the locations within the 3x3 neighborhood of the start and stop elements (3 bits each),
and the direction codes for these (3 bits each), we look up in a table a 3 bit direction to fill
in. The 14 bit look-up to produce a 4 bit value requires a 16Kbit ROM.

We compute the magnitude for the filled element as the average of the magnitudes of the
start and stop elements. The modified T and D elements are written out. The CE image is

now invalid, of course. The timing is about 20 msec.

in ing

The logic for linking was described in Section 2.5. We first compute the acceptable successors,

using the successor selection masks given in Figure 8.

The stream logic, whose branching structure is shown in Figure 19 is straightforward and

should operate at faster than memory speeds.
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Figure 19: Logic for linking
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It uses the same logic as for CE to detect acceptable successors. A register holds the direction,
magnitude and position of the currently best acceptable successor. We iterate through
the 8 surrounding pixels. The direction of the chosen successor is written out as the link

information.

The link values are 4 bit direction codes, 3 for direction code and 1 for end of chain. These
are only written out for edge points (< 6000), hence the time is again about 22 msecs. We

can now dispense with the intensity image T, as it is not used in later processing.

riting chain start points to the scratchpad

We stream, as in the chain end point finding previously described, using CE logic and output
a sequence of chain start addresses to the 4Kx16bit scratchpad in the stream controller.

Images with > 4K start points are clearly pathological and are not processed.

This process should be pipelined with the linking process, which would save 20 msecs memory

aCCess.

ineari ing edge chains

By linearizing, we mean reading the chains, transforming to (s,), interpolating, smoothing

and writing out in raster order.

We chain stream the D image using the scratchpad for the start address of each chain. We
generate the linearized image in raster order. This consists of x,y values (8 bits each) and

the interpolated, smoothed 6 value (< or = 16 bits). We diagram an outline design in Figure

20.
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Figure 20: Linearization board
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The As, 6 and 6’ values are generated using the values given in Figure 10. From 6, a 10 bit
value is formed and also the 10 bit 8/+/2 value ¢’ is formed. The As values are accumulated
into a sum so, and its previous value s is also held. s , the lower intervening integer value

is calculated. The interpolated # value is calculated using the interpolation formula
=40 +(S —8)*(02—0) f82—8 =1
 +(s —s)x(0y,—0) f s5—5 =+/2

This involves 2 subtractions, one multiplication and one addition of 10 bit integer values.
Because we are dealing with chains up to 100, 1 and /2 increments, we can use a fixed point
representation for s values with a format 11 + 5 bits. The final multiplication need only be
done at 8 bit accuracy, since (s -s )<1. There may be 1 or 2 intervening integer values s ,
in which case both s values are calculated by exactly the same process. The 1 or 2 values

for 6 are passed to the smoothing calculation.

Smoothing is performed over 2 values, usually 8 or 16. These values are simply added and
the output value corresponds to the center s value. To follow the image chain, we chain
stream, deriving the address of the next pixel, using the L value. The stream of 6, x, and
y values is written to a frame store in raster order. We steal (x,y) = (0,0) as a separation
code to delimit chains, with more than one consecutive (0,0) indicating the end of the last

chain, see Figure 21.
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Figure 21: Linearized image chains and model segment pairs
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The start address of each new linearized chain is written into the scratchpad, overwriting

the previous value.

atching

The set of image chains and the set of model segment pairs exist in similar forms in two
frame stores, see Figure 21. The matching stream board, diagrammed in Figure 22, has

onboard RAM into which one image chain and one model segment pair can be stored.
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Figure 22: The matching stream board
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One optimization would be to store the entire model on the matching board, to save reloading

the model segments for each image.

The board then performs the matching calculation, a one-dimensional correlation, for the
interest point of the model segment pair in correspondence with each point of the image
chain in turn. Two output values are calculated - the value of the discrepancy of the match

(or fit) and the value.

As described previously in section 2.7, the calculation consists of two summations, which in

the uniform As case become
(/bo se — z(ezc - ezm)/s
S € = ( z(ezc - ezm)Q/S) - ¢g se

We terminate matching if discrepancy suddenly increases, or else terminate on end of chain

or segment.

To calculate the instantaneous discrepancy, we need to find the average offset. This is found
from the running total offset divided by the number of steps. To avoid hardware division,

we only update the average offset value for s=2 .
T.O., total offset =  # (0ic — Oim)

A.O., average offset= /2

I.D., instantaneous discrepancy= (6;. — 0in,) —

terminate at the end of the models segment or if | I.D.|> threshold, On termination, the
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12 ‘ezc - Hzm‘

T.D., total discrepancy=

is output together with A.O. We do this for both halves of the segment, and output to

software.

denti cation

Similarly, we check the difference in offsets between the two segments.

We perform the calculation for both segments until both have terminated and then calculate

the total discrepancy value and predicted average offset value.

This stream of values is thresholded, every local minimum below threshold is detected and
is a good fit. The predicted x,y and values are calculated and this good fit data is output

to a frame store.

oting and registration Since the number of good fits is < 100, the rest of the vision
process is performed in software by the serial processor. It results in the final recognized

types and locations of objects in the scene.

u r nd conc usions

We give in Figure 23 the types of the stream processes used together with images and other
data. We give the various image identifiers. The allocation of images to frame stores is a
more detailed implementation issue, we initially assume that each image is in a separate

frame store.
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PROCESS STREAM TYPE | IMAGES INPUT IMAGES OUTPUT
Image acquisition frame grabbing TV camera I

Edge-point detection stream I D+l1

Thinning stream D+I T+D

Chain end-point finding | stream T+D CE

Gap filling stream CE+T+D T+D

Linking stream T+D L

Linearization chainstream L, +CE in scratchpad S in scratchpad
Matching stream M+S+CE in scratchpad | G

Identification serial processor G Result output

Figure 23: Stream processes and datastores used in the vision system
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We list the boards and their timings in Figure 24.

For the economical 5x5 convolution, the total time for recognition is about 350 msec. For

the expensive convolution, we could attain the minimal time of 150 msec.

More precisely, the recognition time depends on the number of models it is desired to match.

The time for typical images is approximately:
320ms + 30ms*(no.of models)

i.e., 350ms for one model, in applications with only one type of object in the scene, and

620ms for 10 models.

In conclusion, in order to realize a real-time vision system, we have defined a stream ar-
chitecture, and have showed how a realistic system can be implemented using the stream

architecture method.
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Edge-point detection 5x5 ternary convolution 200 ms

Thinning 3x3 masks + logic 22 ms
Chain end-point finding 3x3 masks + logic 22 ms
Gap filling 3x3 window + table look-up | 20 ms
Linking 3x3 masks + logic 22 ms

(+ chain start points to scratchpad)

Linearization chaining + multiplications 22 ms
Matching 1-dimensional correlation 20 ms
Voting + registration serial processor 10 ms
Total 338 ms

Figure 24: Summary of stream boards and timings
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